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1 Astra 16.3 15.0 4.0 0.4 2.8
2 Opus 5.5 16.1 23.2 15.5 0.9 9.3
3 DS V4.1 Flash 22.2 41.6 27.4 1.7 19.9
4 GLM 5.3 8.6 14.1 11.3 0.3 6.2
5 Qwen 3.8 Max 11.3 24.4 17.0 1.0 9.9
6 Hunyuan 4 Preview 7.7 9.4 15.2 1.5 12.7
7 DS V4 Pro 14.6 16.9 16.2 0.3 3.3
8 Kimi K3 9.8 9.5 12.2 1.4 7.7
9 Step 5 Preview 8.9 28.2 16.4 1.0 8.1
10 Qwen 3.8 27B 7.4 13.7 11.8 0.5 4.6
11 Ling 3.0 Flash 14.1 21.8 1.7 0.5 4.5

Figure 5 Score, cost, and tool use. (a) Overall score versus API cost per task. (b) Mean tool calls, grouping table
operations.

3.3 From fundamental forecasts to stock returns

To test whether forecasts translate into realized
returns, we construct trades on a retrospective sample
of twenty assignments covering eleven companies and
thirteen disclosures. Forecasts above or below archived
pre-cutoff analyst estimates generate long or short
signals, while conflicting votes and missing forecasts
hold cash. Capital is allocated equally across
opportunities; entry is the first close after the cutoff
and exit is the first trading-day close after disclosure,
with costs of 10 basis points per leg plus 3%
annualized short borrowing.

Hunyuan leads this sample at 8.50%, followed by Flash
at 7.98% and Astra at 7.18%, versus 1.18% for always
long. Kimi’s 7.15% exceeds Opus’s 6.39% despite its
lower research score. Returns depend on forecast
coverage, direction relative to expectations, and the
subsequent stock move; the capability measured by
research scores and the capability reflected in trading
returns do not coincide, and the former does not
guarantee the latter (Appendix I.2).

Table 4 Forecast-driven stock returns,
March--August 2026. Return and maximum drawdown
(MDD) are reported in percent, and excess return
relative to always long in percentage points.
System Return Excess MDD

Hunyuan 4 Preview +8.50 +7.32 2.72
DeepSeek V4.1 Flash +7.98 +6.80 3.65
GPT-6 Astra +7.18 +6.00 1.50
Kimi K3 +7.15 +5.97 4.02
Claude Opus 5.5 +6.39 +5.21 2.94
GLM 5.3 +6.19 +5.01 3.53
Qwen 3.8 27B +5.20 +4.02 1.90
DeepSeek V4 Pro +3.64 +2.46 2.03
Ling 3.0 Flash +2.51 +1.33 2.64
Qwen 3.8 Max +1.67 +0.48 2.05

Always long +1.18 +0.00 7.63
Always short −2.27 −3.45 8.86

3.4 Public-web research and database coverage

Further, we hold the shared task set, scoring standard, and cutoff fixed and vary only the evidence source, in
order to examine whether comparable scores imply comparable compliance. Astra scores 68.1 on our database
and 68.3 on public-web Codex, while Qwen Max and Hunyuan score higher on our database (Appendix I.4).
Comparable scores, however, do not imply a comparable boundary: 57% of Astra’s public-web trajectories
contain post-cutoff sources, including the target quarter’s realized Microsoft revenue and Tesla deliveries,
despite a dated query (Figure 4). These trajectories draw on evidence available only after the cutoff, and
their scores cannot be regarded as obtained within the information boundary. Comparable scores therefore
establish comparable answer quality only; whether the evidence precedes the cutoff cannot be read off the
score and is guaranteed only by the evidence source itself.
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